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As suggested by the reviewers, we have added rigor to our analysis by using formal model comparison to test for the most parsimonious model needed to explain the data. To do this first required us to articulate computational instantiations of dual-process accounts in the literature, in a way that would allow comparisons to the model we presented in the paper. This turned out to be a non-trivial exercise, for a number of reasons. Perhaps most importantly, extant social psychological models (i.e., anchoring and adjustment) are often described in such a way as to leave ambiguity about exactly how they should be implemented computationally, and which parameters might be necessary to fully capture the hypotheses articulated by the model.
 
Conceptually, the anchoring-and-adjustment model assumes that, at least when deciding for similar others, subjects initially anchor on their own preferences, and that a secondary controlled process activates to adjust those preferences to better account for divergence between self and other preferences. A distinguishing feature of these models is their temporal dynamics: the adjustment process is assumed to operate in serial fashion, such that there is an initial period of time during which the “automatic/intuitive” egocentric response is dominant, and a later period of time during which the “controlled/deliberative” response emerges and adjusts values away from the egocentric anchor. The anchoring-and-adjustment account further suggests that larger adjustments take more time to fully implement. This feature of the model is used to explain why choices that diverge from self-preference take longer: the adjustment process moves away from the original self-anchor at some presumably fixed speed over time. Thus, larger differences in preference presumably take longer amounts of time to traverse away from the self, so choices where one’s own and the other’s preferences diverge substantially will take longer amounts of time to resolve because they require more time to adjust away from the initial self anchor.
 
We sought to implement different versions of this conceptual model computationally. All of the models use the same basic assumption that choices are made via sequential accumulation to bound, and then include additional assumptions and parameters to mimic the putative operation of dual processes. Each of these parameters implement different possible assumptions about how the evidence (i.e. value) might vary over time (i.e. driven initially by self-preferences, and then shifting to the other’s preferences). 

To implement these models, we had to move away from our original modeling package (hDDM), because it cannot implement non-standard DDM-type models in which the evidence changes systematically over time. Instead, we shifted to a method similar to that described in Hutcherson, Bushong, & Rangel (2015). In brief, we first specified a model and parameters, simulated probability distributions of choices (i.e. yes/no) and RTs for each combination of model parameters and for each of 16 unique trial types (e.g. foods rated with 4 on health and 4 on taste, foods rated with 4 on health and 3 on taste, etc.). For each subject we then computed the total likelihood of the observed choices and RTs for a given condition (i.e. choices for Similar or Dissimilar other), using the simulated likelihoods to identify the precise parameter-value combination that maximized the overall likelihood of the observed data for that subject. We then used the same procedure to identify the most-likely parameter-value combinations in a reduced model that included NO implementation of serial anchoring-and-adjustment. Following identification of best-fitting parameters in both the “dual-process” and “reduced” models, we calculated likelihoods of the total observed data for each subject for each model. This allowed us to do formal model comparison. We used both the Bayesian Information Criterion (BIC) and the more liberal Akaike Information Criterion (AIC) value to compare different models. As a supplement, we also performed analyses quantifying the extent to which the addition of a specific parameter accounted for key patterns of interest (i.e. the frequency with which participant’s choices differed for self vs. other, how much longer RTs were for same vs. different choices, etc). To summarize and anticipate these findings, none of these models showed clear evidence that more complicated time-dependent dual-process models provided a better fit to the data than our original model. We justify this statement with a more detailed description below.
 
Model 1: Delayed shift in taste and health weights. Dual process models tend to assume that there is a rapid and automatic process that favors one type of responding (i.e. egoistic biases), and that there is a second, slower process that activates later, requires more effort, and favors a different kind of responding (i.e. adjustments for differing perspectives).
 
Our first model implemented a version of this using the following assumptions:
a. First, we assumed that participants accumulate evidence over time until that evidence crosses a threshold for choice, as in a standard DDM, and that the factors driving that evidence consist of some weighted consideration of subjective ratings of health and taste, as in our original model described in the original paper.
b. Second, we assumed that the weighting of health and taste evidence could vary over time within a trial. Consistent with the anchoring-and-adjustment account, we assumed that participants initially begin computing value in the same way as they would for themselves, and then switch to a more nuanced consideration that incorporates their knowledge about the other’s preferences. We implemented this assumption by first fitting weights on health and taste for self-choice trials only (to derive “egocentric” weights) and then using those same weights as the initial starting weights on taste and health when choosing for the Similar or Dissimilar other.
c. We then assumed that at some fixed point following the onset of accumulation using pure self-weights, a perspective taking mechanism activates that shifts those weights to some new values that better represent the chooser’s subjective conception of their partner’s preferences. Note that this second set of weights could continue to reflect egocentric preferences as well, in which case the total estimated weight would represent some weighted combination of one’s own weights and the assumed weights for the other. For example, if the subject’s own weights on taste and health were +.08 and +.01, but they believe their partner to care less about taste and more about health (say, +.06 and +.03), then at some time-point T, the weight given to a food’s taste and health attributes would shift from .08 and .01 to .06 and .03, respectively (or, in the case of continuing to place some weight on one’s own preferences, it might shift from a taste-weight of .08 to a value intermediate to .06, say .07). The crucial point here is the switch from purely egocentric weights to some other set of weights at time T. While this fixed time T is an obvious simplification of what is likely to be a temporally variable activation, it captures the notion that the controlled “adjustment” process takes time to activate. Moreover, a quick set of simulation exercises show that it does produce the prediction that more divergent values will result in larger RT differences between same and different responses. To see why, see the top row of Figure S1 below. In this figure, we simulated 4 different scenarios: a scenario in which the initial value for a food using self weights is +.08, but the value once accounting for another person’s preferences switches after 300ms to either -.08, -.01, + .01, or stays the same at .08. We then plot the distributions of choices and RTs, noting how often the simulation would result in different choices being made for the self and other, and by how much the RTs for same or different responses would vary.
 
As noted, this model produces both increasingly divergent choices and increasingly divergent RTs for larger shifts from Self to Other value. For example, when shifting from +.08 to -.08, the model chooses differently from the self 70% of the time, and the average RT when choosing differently takes nearly 600ms longer than the RT when responding similarly to the self. Note that this RT difference is substantially larger than what we observe in the data. Smaller delays (e.g., 100ms) produce RT differences closer to that in the observed data (i.e., ~100-200ms). Similarly, smaller differences in value also produce smaller differences in RT. When the model shifts from +.08 to -.01 (a smaller difference in values), the model chooses differently only 41% of the time, taking only 300ms longer to make a same compared to a different choice. Note that the value for the other need not have a different sign to produce this pattern: when the value shifts from +.08 to +.01 (a weaker but still positive value), we find that this increases the likelihood of making divergent choices (largely due to the decrease in signal-to-noise ratio) and also produces differences in RT between same and different responses. And of course, the value for the other need not actually be different at all to produce a different response: given noise in the accumulated evidence, we find that even with an identical underlying value of +.08 for both self and other, one would be expected to make a different choice on a non-trivial fraction of choices (13%).  This percentage would increase if matching values of self and other were closer to zero (i.e. both self and other had a value of +.04 instead of +.08).

Why does this model take longer times for more divergent preferences even when the temporal onset of the self-other shift is fixed? For intuition, note that when the value for the self is strongly positive, the evidence will have accumulated more quickly to the positive bound by time T. When the value shifts to the partner’s preference, it takes longer for the accumulated evidence to negate the already-accumulated positive evidence and cross the negative-evidence boundary for choice (i.e. when it results in a different choice). In contrast, if the self-value was weaker or closer to the other value, accumulated evidence will not have travelled so far toward one of the bounds, and therefore will require less time for the counteracting evidence to negate. The time T estimated as a parameter in the model thus quantifies the average time it takes for the perspective taking mechanism to fully activate.

To estimate the best-fitting parameters of this model, we implemented a DDM with 3 fixed parameters (initial weight on taste, initial weight on health, within-trial noise s = .1) and 5 parameters to estimate: final weight on taste WTaste, final weight on health WHealth, decision boundary z, non-decision time ter, and time of switch from initial to final weights T. We compared this model to a reduced model (Model 0) in which the time of switch was fixed at 0 (i.e. a model that assumes a single set of weights throughout the trial). Estimated average parameter values for the “dual-process” and “reduced” DDMs are listed in Table S1 for the Similar and Dissimilar others. A comparison of individual BIC values suggested that the more complex dual-process models fit the data better in only a small minority of the 38 participants, while the majority were fit better by the simplest, constant-value model. Moreover, this model failed to significantly improve fits to either overall average RTs or the RT difference between same and different choices.
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	Figure S1. Simulated distributions of choices and RT for divergent self-other preferences. Depicted plots show the distribution of choices (red = YES, blue = NO) and response times (x-axis), assuming that the decision maker has a positive value of +.08 (arbitrary value units) for a food in their egocentric preferences, and that this value shifts after 300ms to some other value (-.08, -.01, +.01, and +.08) that reflects their assumptions about the preference of the other person. Thus, giving a “YES” response constitutes choosing similarly for self and other, while giving a “NO” response constitutes giving choosing differently. Cumulative likelihood of giving a different response, as well as average RT for same and different responses, is indicated in the upper corner of each panel. The top row shows predictions from a model in with a delayed but instantaneous shift from self to other. The middle row shows the effects of an immediate but gradual shift, with larger shifts taking longer amounts of time to fully transition from self to other. The bottom row shows predictions from a model with both a delay and a gradual shift.


Model 2: Gradual shift in taste and health weights. In Model 1, we assumed an immediate shift in values at some time-point T, but some versions of an anchoring-and-adjustment model suggest that the shift should be gradual and proportional to the difference between the egocentric anchor and the adjusted value based on perspective taking. To implement this computationally, we introduced a rate parameter r that governs how long it takes to shift from one value to another, with the assumption that the drift rate takes on intermediate values during that shift. For example, a rate r = .32 suggests that the evidence shifts at a rate of .32 value units/sec. Thus, a shift from a value of +.08 to -.08 would take 500ms, with the evidence during that time changing continuously from +.08 until it reaches the new value of -.08. As can be seen in Figure S1 (middle), this produces a smoother transition between old and new values, and shows more subtle effects, but otherwise has similar properties to the Model with an immediate shift in weights – most notably producing differences in RT between same and different responses. In Model 2, we assumed that this gradual transition begins at time T = 0. Thus, Model 2, like Model 1, had 5 free parameters: weights on taste and health, threshold Z, non-decision time ter, and the rate of change r. As with Model 1, however, we found little evidence that this model provided a better fit to the data than Model 0, either as measured by overall BIC, or as measured by the number of individuals fit better by the more complex model (see Table S1 for details).

Model 3. Delayed, gradual shift in taste and health weights. Finally, we asked whether a combination of both a delay and a gradual shift in weights might better account for the data. This model had 6 free parameters: weights on taste and health, threshold, non-decision time, the time T at which weights shifted from Own self (estimated from Own trials) to Similar other weights (fitted to the data), as well as the rate r at which it shifted. See Figure S1 (bottom) for example response and RT distributions. This model also failed to provide a parsimonious account of the data as measured by either total BIC or by the number of individual subjects fit best by this model.

Alternative Models – Self as Attribute. The models described above use taste and health attributes with self-weights as the “anchor.” However, it is possible that people’s Own preference includes other attributes besides health and taste, and that they use this preference with some weight or certainty during the “anchor” phase of the choice before switching to the perspective of the other person based on their knowledge and inferences about that person. We thus ran a second set of models using this alternative specification. More specifically, rather than using taste and health as attributes, we used the decision values for one’s Own self (i.e., Strong No to Strong Yes) as one attribute, and the decision values from the target recipient (collected in a separate session) as the other attribute, with weights applied to these two attributes similarly as those applied to taste and health in the models above. We then tested both constant-value and time-varying versions of these models in exactly the same way as described above. However, these models also failed to show clear evidence of anchoring and adjustment. We thus focus our report here and in the paper primarily on the taste-and-health models for consistency and clarity.






Table S1. Time-Varying Model Comparisons
	Model
	Wtaste
	Whealth
	Z
	ter
	T
	r
	BIC
	AIC
	# Pp BIC
	# Pp AIC

	0-Self
	.0924
	.022
	.1038
	.416
	--
	--
	--
	--
	--
	

	0-Sim
	.0589
	.0077
	.1076
	.435
	--
	--
	1.2159
	1.2109 
	36
	28

	1-Sim
	.0589
	.0086
	.1074
	.437
	.116
	--
	1.217
	1.2107 
	2
	9

	2-Sim
	.0603
	.0096
	.1063
	.437
	--
	552.9
	1.2175
	1.2113
	0
	0

	3-Sim
	.0587
	.0095
	.1068
	.437
	.1
	710.8
	1.2189 
	1.2114
	0
	1

	0-Diss
	.0163
	.0984
	.1111
	.395
	--
	--
	1.1487
	1.1437
	32
	24

	1-Diss
	.0130
	.0987
	.1116
	.390
	.090
	--
	1.1500
	1.1438
	4
	8

	2-Diss
	.0114
	.0996
	.1111
	.395
	--
	422
	1.1501
	1.1438
	2
	6

	3-Diss
	.0096
	.0989
	.1126
	.397
	.113
	500.9
	1.1518
	1.1443
	0
	0


Note. In these models, 0-Self estimated weights on taste and health, threshold Z and non-decision time ter during choices for one’s Own self. 0-Sim(Diss) estimates the same parameters for the Similar(Dissimilar) other condition, assuming no early egocentric bias. 1-Sim(Diss) includes the possibility of a delayed shift at time T from weights estimated for one’s Own self to new weights for the other estimated from the data. 2-Sim(Diss) allows both a delayed shift and a gradual transition at a rate r from the old to the new weights. BIC and AIC values (x 10-5) represent the total across all subjects. # Pp represents the number of individual participants who are fit better by one model or the other, as measured by either BIC or AIC. Bolded values indicate the most parsimonious model, based on each criterion. 
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